-
-

Carlos P Sosa
Comput ational Chemistry and Biology Group
| BM and Bl CB, University of Minnesota
Minneapolis, MN 55455

MAYO CLINIC
UNIVERSITY OF MINNESOTA

= THE HORMEL INSTITUTE

T=o UNIVERSITY OF MINNESOTA




XU Out line

B I D B Biomedical Informatics & Computational Biology

Background

Blue Gene/ P sof twar e

Loop Dat a parallelism

Per f ormance improvement s
General data parallelism
Functional parallelism
Hybrid programming
Summary



m OpenMP Series of Lectures

B I B B Biomedical Informatics & Computational Biology
Part | I ntroductionto OpenMP
Part | 1: Hybrid Parallel Programming
Part |11 OpenMP Tutorial




XU Brief History
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OpenMPis an Application programming interface (AP) for
par allel programming SMPs

Developed inthe early 90's to be used for multi-threaded,
shared memory programming

The OpenMP standard specification started in 1997

October 1997: Fortran version 1.0
Late 1998: C/ C++version 1.0
June 2000: Fortran version 2.0
April 2002: C C+version 2.0

June 2005: Combined C/ CH and Fortran version 2.5



JRNUIN Why OpenMP?
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Better performance on shared-memory machines

OpenMP is an Application programming interf ace
(APl) for parallel programming SMPs

OpenMP has emerged as a shared-memory
standard

Consists of a set of compiler directives, library
of support functions and environment al variables

Fortran

C
C+H



PORY Blue Gene/ P Software at a Glance
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Blue Gene/ P sof twar e includes the f ollowing key attribut es
among ot hers:

Full Linux kernel running on | / O nodes
Proprietary kernel dedicated for the comput e nodes

Message Passing I nterface (MPI) support between nodes via
MPI library support

Open Multi-Processing (OpenMP) application programming
interface (AP)

Scalable control system based on an ext ernal service node and
front end node

Standard | BM XL family of compilers support with XLC/ G+,
XLF, and GNU Compiler Collection

Sof tware support that includes LoadLeveler, GPFS, and
Engineering and Scientific Subroutine Library (ESSL)



m OpenMP | mplementation for Blue Gene/ P
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The Blue Gene/ P syst em supports shared-memory parallelism on single nodes
The XL compilers support the following constructs:
Full support for OpenMP 2.5 standard

Support for the use of the same infrastructure as the OpenMP on
Al X® and Linux

| nt er oper ability with MM

MP at outer level, across the comput e nodes
OpenMP at the inner level, wit hin a comput e node
Aut opar allelizat ion based on the same parallel execution f ramewor k

Enables aut opar allelization as one of the loop optimizations
Thread-saf e version for each compiler

bgxIf r

bgxlc_r

bgcc r

Use of the thread-saf e compiler version with any threaded, OpenMP, or SMP
application

-gsmp must be used on OpenMP or SMP applications

-gsmp by itself automatically parallelizes loops

-gsmp=omp par allelizes based on OpenMP directives in the code
Shared-memory model is on the Blue Gene/ P system



NN. Applications View of the Node Modes
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Virtual Node Mode Dual Node Mode SMP Node Mode
fPreviously called Virtual [ Two cores run one MPI task [ One core runs one MPI
Node Mode each process
fAll four cores run one MPI [ Each task may spawn one [ Process may spawn t hreads
t ask each thread on core not used by on each of the other cores
fNo threading other task f Memory / MPI process =
., f Memory / MPl process =% full node memory
fMemory / MP process =72 node memory Hybrid [ Hybrid MPl / OpenMP
node memory MPI / OpenMP programming programming model
fMPI programming model model

i




m Can the Compiler Automatically Parallelize?
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Yes! XL compilers have aflag for automatic
parallelization
Compiler analyzes the code in search of

Independent sets of instructions ( loops whose
iterations do not have dependencies )

Cat ch: the compiler may lack t he inf ormation
to produce code that is fully optimized

|t may need to know t he values that will be
assumed by loop bounds

The more complex the code the more

dif ficult for the compiler to optimize the
code



BOBQ OpenMP Directive
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An OpenMP directive Is a specially
formatted comment (in Fortran) or
pragma ( in & C+) that appliestothe
iImmediat ely f ollowing sectioninthe
program



JEX U\ OpenMP General Features
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Creation of acollection of threads for
parallel execution of sections of the code

Specification on howto share or distribute
wor k among t he members of the collection
of threads

Declaration of private and shared variables

Threads synchronization



JXUINE OpenMP Popularity
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The most common section of a code that 1s
parallelized is:

DO loop in Fortran

FOR loop in &/ G+

Scientif ic applications spend large portions
of CPU time computing matrices inside
loops



m Too Good to be True: |s There a Catch?
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Yesl!l, there is catch.
Not every loop can be parallelized

The number of iterations needs to be known upon
entering t he loop

While loop do not satisfy this condition

Loop iterations need t o be independent from each

ot her, order in which operations are perf ormed
should NOT change the results



m Automatic Parallelization
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The compiler can automatically locate and where possible
parallelize all countable loops in your program code

There is no branching into or out of the loop.

The increment expression is not within acritical section.

| n general, a countable loop is automatically parallelized
only if all of the following conditions are met:

The order in which loop iterations start or end does not af f ect
the results of the program.

The loop does not contain |/ O operations.

Float ing point reductions inside the loop are not affected by
round-of f error, unless the -gnostrict optionisineffect.

The -gnostrict _induction compiler optionisineffect.
The -gsmp=aut o compiler option isin effect.
The compiler is invoked with athread-saf e compiler mode.

AlIX compiler



BOBQ Kernel of a Real Application
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| $OVP PARALLEL / \
1 $OVP Do Data

do 3O_j1: 1, Jmex depend%ifi//)
vw(i,j) v(l,], m

do 60 | 2, 1 mx -—
vv (I,]) =vv (i1-1,]) + b(i,])
60 conti nue
| = 1 max
vv (1,]) v(ii-1,])
do 100 1| lmax — 1, 1, -1

vv (I,]) =vv (1+1,]) + a (i,])
100 conti nue
10 conti nue

I $OMP END DO ata
| $OMP END PARALLEL dependency

Ref. 4




m OpenMP Compiler Directives
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paral | el : precedes a block of code to be
execut ed in parallel by multiple threads

f or: precedes afor loop wit h independent
iterations that may be divided among t hreads
executing in parallel

paral | el for:combination of the parallel and
for directives

sect i ons: precedes a series of blocks that may
be executed in parallel

paral l el sections: acombination of parallel
and sections directive

critical : precedes acritical section

si ngl e: precedes a code block to be executed by
a single thread




m OpenMP Functions
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onp_get _num procs:returns the number
of CPUs Inthe multiprocessor on which this
thread Is executing

onp_get num threads:returnsthe
number of threads active inthe current
parallel region

omp_get thread numreturnsthethread
Ident if icat ion number

onp_set num t hreads: allows youto fix
the number of threads executing the parallel
sections of the code



NN, Shared- Memory Model
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Processor 0

[ Processors synchronize ‘
and communicate with
each ot her through Processor 3 ey Processor 1
shared variables

Processor 2




JXUINE

BICB

Master Thread

Biomedical Informatics & Computational Biology

Master thread

III’

+«— Time

Ref. 3

"”’,,aVVorkerthreads

Fork

-4 Join

=iy Fork

-1 Join

f ork/j ol n parallelism

Par allelism comes and goes
At the beginning only the
master thread is active
Master threads executes
serial parts of the program
Master forks additional
threads to help execute
parallel portions of the
program

Threads are deactivat ed when
serial portion resumes



m Shared- Memory versus Distributed- Memory
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Message-passing model: all processors t ypically
remain active t hroughout t he execution of the
program

Shared-memory model: the number of active
threads is one at the beginning and end but

t hreads may change t hroughout the execution of
t he program

Shared-memory model supports increment al
parallelization

Transf or ming sequential programs to parallel
programs can be carried out one block of code at
atime

Lar ge advant age over message-passing

Ref. 3



m MPI : The Message Passing | nterface

B I D B Biomedical Informatics & Computational Biology

MPI programming can be dif ficult

The programmer has to create acode t hat
will be executed for each processor

Reprogramming Is requir ed
There is no increment al parallelization

Dif ficult to create a programthat will run
ef ficiently on all architectures

Ref. 3



m Dot Product: A Simple Comparison
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Dot product of two vectors

a = [ai,az,...,ah]and b= [bl,bz,...,bn]

| s defined-:
ah=g ab +ab,.+ah,
1=1

Using matrix multiplication and treating the t he (column)
vectors as nxI1 matrices, the dot product can be written:

ab=a'b



m Sequential Dot Product
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| nt mai n(argc, argv)

| nt argc,;

char *argv|];

{

doubl e sum

doubl e a[ 256], b[256];

I nt n;

n = 256;

for (i=0; i < | ++) {
ali] | *

n;
0.
b[i] =i * 2.

S,

0;

}

sum = O;

for (i
sum

1; I <=n; 1++) {
sum+ a[i]*b[i];

}
printf ("sum= %", sum;

Ref. 4



m MPI Dot Product
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I nt mai n(argc, argv)
I nt argc;
char *argv[];
{
doubl e sum sum | ocal;
doubl e a[ 256], b[ 256];
int n, nunprocs, nyid, ny first, ny_|ast;
n = 256;

MPI _Init(&argc, &rgv);

MPlI _Comm si ze( VPl _COVM WORLD, &nunprocs);
MPI _Comm r ank( MPlI _COVM WORLD, &nyi d) ;

ny first = nyid * n/ nunprocs;

ny last = ( nyid + 1 ) * n/nunprocs;

for (i=0; 1 <n; i++) {
a[i] =i * 0.5;
b[i] =1 * 2.0

}

sum | ocal = O;

for (i =ny_first; i <=ny_last; i++) {
sum |l ocal = sumlocal + a[i]*Db[i];

}

MPI _Allreduce(&umlocal, &sum 1, MPI_DOUBLE, MPI _SUM
MPI _COVM WOLD) ;

I f (nyid==0) printf ("sum= 9%", sum;
Ref. 4 }



m Sequential versus MPI Dot Product Codes
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[ descartes: ~/ OpenMP/ chapl] diff SeqgDot Prod.c MPI Dot Prod. c
5¢c5
< doubl e sum

> double sum sum| ocal;

7c7

< int n;

> int n, nunprocs, nyid, ny first, ny_|ast;
8a9, 14

>

> Ml _Init(&argc, &rgv);

> MPI_Comm si ze( MPl _COVM WORLD, &nunprocs);
> MPI _Comm r ank( MPI _COVM WORLD, &nyi d) ;

> ny_first = nyid * n/ nunprocs;

>

13, 15c19, 21

< sum= 0;

< for (i =1; i <=n; i++) {

< sum = sum + a[i]*b[i];

> sumlocal = 0;

> for (i =ny_first; i <= ny_last; i++) {
> sum |l ocal = sumlocal + a[i]*b[i];
17c23, 26

< printf ("sum= %\n", sun;

MPlI Al |l reduce(&sum | ocal, &um 1, MPI _DOUBLE, MPI_SUM
MPI _COVM WOLD) ;

vV V.V V!

if (nyid==0) printf ("sum=9%", sum;



m OpenMP Dot Product
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| nt mai n(argc, argv)

| nt argc,;

char *argv|];

{
doubl e sum
doubl e a[ 256], b[256];
I nt n;

| ++) {

oo

sum = 0;
#pragma onp for reduction(+:sum
for (I 1, 1 <= n; 1++) {
sum = sum+ afi]*b[1];

}
printf ("sum= %\n", sum;

Ref. 4



m Sequential versus OpenMP Dot Product Codes
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diff SeqgDot Prod.c OpenMPDot Prod. c
13al4
> #pragma onp for reduction(+:sum



m Key Points and Challenges
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OpenMPrelies “extensively” on distributing t he
wor k in do-loops among multiple threads
_oop-level parallelism in real applications might be
Imit ed

Dat a race condition can be difficult to detect and
It manif ests itself viadata corruption




m Measuring Performance

B I D B Biomedical Informatics & Computational Biology

T,Isthe execution time of an application on 1 processor

Amdahl’'s Law

S=

IP+(d- 1))

(T e
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Do Loop Data Parallelism



m Parallel f or Loops
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Par allel operations are often expressed in
Fortran and C programs as f or loops

for (i =istart; I <n.s; i += NN {
array[1] = 1;
}
or
lnteger 1, n, sum
sum= 0 —
do 51 =1, n Fortran

sum = sum + |
5 contl nue



N paral | el for Pragma
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The word pragma is short for “pragmatic inf ormation”
Pragma is a way to communicate informationto the
compiler?

Nonessential inf or mation
#pragma onp <rest of pragma>

#pragma onp parallel for
for (i = istart; i <n_s; i += NN {
array[i] = 1;

Immediately
before the for
loop




MTranSf orming Sequential to Parallel loops
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Compiler must be able to verify the number of loop
iterations when it evaluates the loop
Loop must have canonical shape? ( See ref. 5 as well)

| ndex++
_ ++1 ndex
< | ndex—
. _ _ <= ~|--1 ndex
for (i =first; | —| '3t |index += inc )
> i ndex -=inc

— | ndex = i ndex + inc

_ | ndex = inc + index

Canonical i ndex = index - inc

shape




m Loop Requirements
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For loop must not contain statements that inhibit
par allelization3

br eak

return

exit

go to | abels outside the | oop



m f or loop Execution
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Mast er thread spawns more t hreads

All threads work toget her to complete the
iterations of the loop

Every thread has its own address space
containing all of the variables the t hread may

access
Static variables

Dynamically allocated data structures in
the heap

Variables on the run-time st ack



m Types of Variables
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Shared variables

“Stored on the OpenMP master thread's
stack™

All threads have access t o shared variables
Privat e variable

“Stored by the compiler like local variables’

A thread can access its own privat e variables,
but CANNOT access the private variable of
anot her thread

| nthe case of the parallel for pragma, variables
are by default shared, with exception of the
loop Iindex



BICB

Number of Threads

Biomedical Informatics & Computational Biology

OVP_NUM THR

EADS

Provides def ault number of threads for
parallel section of the code

print env and
check and set

set env in UNI X can be used to
environment al variables



JIN Example
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Int main (int argc,

char* argv[]) Heap

{ /
int b[3]; Stack
char* cptr; 'TT]

Int 1
E) / cptr

cptr = malloc(1); Ih/ A
#pragma onp parallel for I__l

for (1=0; 1<3; |++) i=0 i=1
b[i] = i;
Master thread Thread 1
(thread 0)

Ref. 3,6



m Functions
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onp_get _num procs

Returns the number of physical processors available f or use by
the parallel program

I nt onp_get _num procs (void)

The integer returned by this function may be less than the total
number of physical processors inthe multiprocessor

onp_set _num t hr eads

Uses the parameters value to set the number of threadsto be
active in parallel sections of code

void onp_set numthreads (int t)
Int t;

t = onp_get num procs();
onp_set_numthreads(t);



m Private Variables
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Eit her loop can
be parallelized

for (I=0; 1 < BLOCK_SIZE(id,p,n); i++)
for (j=0; ]'< n; j++)

a[i]i] = MIN(a[i]p], ali][k] + tmp[i]);

Loop over head may
be greater than
the time saving by
splitting execution

Ref. 3



m Grain Size
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/'t Is the number of comput ations performed
bet ween communication or synchronization st eps

| ncreasing grain size improves t he
performance of a parallel program

| nthe previous example, parallelizing t he
outer look results in greater grain size



N Clause
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|t is an optional, additional component to a pragma
The pri vat e clause directs the compiler to make one or more
variables privat e3

private ( <variable list>)

#pragma omp parallel for private())
for (I=0; 1 < BLOCK_SIZE(id,p,n); i++)
for (Jj=0; ] < n; j++)

ali]i] = MIN(a[i]p], alij[k] + tmp[i]);

By def ault the value
of aprivate variable is
undef ined when t he
parallel construct is
entered, and the value
IS also undef ined when

the construct is
exited




m Race Condition

B I D B Biomedical Informatics & Computational Biology

doubl e area, pi, Xx;
Int 1, n;

area = 0.0
#pragma onp parallel for private(x)
for (i =0; I <n; i++) {

X = (1+0.5)/n;
area += 4.0/ (1.0 + x*Xx);

}

pi = area / n;

Race
condition

Ref. 3
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Example of Race Condition
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Value of area

Thread A

)

+3.7/65

11667
11667

15432 <
15230 <

Thread B

+3.563



m Critical Pragma
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#pragma onp critical

Directs the compiler to enf orce mut ual exclusion
among the threads trying to execut e t he block of

code
doubl e area, pi, X;

Int 1, n;

area = 0.0
#pragma onp parallel for private(x)
for (i =0; I <n; i++) {
X = (1+0.5)/n;
#pragma onp critical
area += 4.0/ (1.0 + x*Xx);

}

pi = area / n;



m Reduction Clause
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Reducti on (<op>:<vari abl e>)

Where <op>is areduction operation and <variable>is
the name of the shared variable that will end up with
the result of the reduction?

doubl e area, pi, X;
Int 1, n;

area = 0.0
#pragma onp parallel for private(x) reduction(+:area)
for (I =0; I <n; 1I++) {
X = (1+0.5)/n;
area += 4.0/ (1.0 + x*X);

}

pi = area / n;



m Execution Times for S programs
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Execution time of program (sec)

Threads Using critical pragma Using reduction clause
1
POWER4 1 GHz 586.37 20.12
POWERS5 1.9 GHz 145.03 5.22
POWERG6 4.7 GHz 180.80 4.78 <
BG/P 560.08 12.80
2
POWER4 1 GHz 458.84 10.08
POWERS5 1.9 GHz 374.10 2.70
POWERG 4.7 GHz 324.71 241
BG/P 602.62 6.42
4
POWER4 1 GHz 552.54 5.09
POWERS5 1.9 GHz 428.42 1.40
POWERG 4.7 GHz 374.51 1.28
BG/P 582.95 3.24 e
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Perf ormance | mprovements



m Conditional Loops
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BG/P timings

Execution time of program in Sec. (parallel speedup)

N=10000 N=1000000 N=1000000000

1 0.0101 (1.00) 0.0215 (1.00) 12.803 (1.00)

2 0.0088 (1.15) 0.0152 (1.41) 6.425 (1.99)

4 0.0085 (1.19) 0.0129/(1'.67) 3.217 (3.98)

Parallel speedup

area = 0.0
#pragma onp parallel for private(x) reduction(+:area) if(n>1000000)

for (i =0; i <n; i++) {
X = (1+0.5)/n;
area += 4.0/ (1.0 + x*x);
}
pi = area / n;

| f (<scal ar expression>)



m Scheduling Loops
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Schedul e clause3

|t allows to specify how the iterations of aloop should be allocated to
threads

Static schedule

All iterations are allocated to threads bef ore they execut e any loop
iterations

Low overhead; potential for load imbalance
Dynamic schedule

Some iterations are allocated to threads at the beginning of the loop’s
execution

Threads that complete their iterations become available f or
additional work

Higher overhead; potential for better load balance
Chunks

Range of iterations assigned to threads

| ncreasing chunk sizes may reduce overhead and increase cache hit
rate

Smaller chunk size can allow finer balancing of workloads



N Schedule Clause
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schedul e (<type> [, <chunk>])3

schedul e(static): n/t contiguous iterations are allocated to each
thread (def ault)

schedul e(stati s, C): aninterleaved allocation of chunks to tasks.
Each chunk contains C contiguous it erations

schedul e(dynam c): iterations are dynamically allocated, one at a
time, tothreads

schedul e(dynam c, C): adynamic allocation of Citerations at atime
tothe tasks

schedul e( gui ded) : adynamic allocation of iterations to tasks by
allocating a large chunk size to each task and responds to further
requests for chunks by allocating chunks of decreasing size. The size
of the chunks decreases exponentially to a minimum chunk size 1

schedul e( gui ded, C) : minimum chunk size of C

schedul e(runtinme): the schedule type is chosen at run-time based
on the value of the environment variable OMP_SCHEDULE
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General Data Parallelism



m paral | el Pragma
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This pragma precedes a block of code that should be execut ed
by all of the threads

Syntax: #pragnma onp paral |l el

Curly braces can be used to create a parallel region if the
code is NOT a simple st at ement

Execution of the code block after the parallel programis
replicated among the t hreads



m f or Pragma

B I D B Biomedical Informatics & Computational Biology

This pragma directs the compiler to divide the
iterations of the loop the pragma precedes

Syntax: #pragnma onp for



m paral | el Pragma Example
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#i ncl ude <onp. h>
#i ncl ude <stdio. h>

Int main (int argc, char *argv[]) {
I nt 1d, nthreads;
#pragma onp parallel private(id)
{
Id = onp_get _thread num();
printf("Hello Wrld, | amthread %\ n", i1d);
#pragma onp barrier
if (1d==0) {
nt hreads = onp_get numthreads();
printf("There are %l threads\n", nthreads);

}
}

return O;

}



m si ngl e Pragma
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This pragma directs the compiler that only a single thread
should execute the block of code the pragma precedes

Syntax: #pragna onp singl e

#pragma onp parallel private(i,j)
for (i =0; I <m 1++) {
low = afi];
high = b[i];
if (low > high) {
#pragma onp single
printf (“Exiting during iteration %\n”, 1);
br eak;
}
#pragma onp for
for (] =1low j < high; j++)
cli] = (clj] = a[i])/b[i];



N nowai t Clause
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Added toaparall el for pragma, tellsthe compiler to omit
the barrier synchronization at the end of the parallel for loop

Syntax: #pragnma onp for nowait

#pragma onp parallel private(i,j, |ow, high)
for (i =0; I <m 1++) {
low = afi];
high = b[i];
if (low > high) {
#pragma onp single
printf (“Exiting during iteration %\n”, 1);

br eak;
} / :
#pragma onp for nowal t =7 novva
for (j =low j < high: j++) N—
cl]] (c[J] x a[i])/b[i];
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Functional Parallelism



m Functional Parallelism
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Functional parallelism

This type of parallelism allows the allocat ion
of different threadsto dif ferent portions of
the code



Functional Parallelism Example
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sl = sub _1();
s2 = sub_2();
s3 = sub_3();
s4 = sub_4();

Dat a dependency




m paral | el sections Pragma
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This pragma precedes a block of nblocks of code that may be
execut ed concurrently by nthreads®

Synt ax: #pragma omp parallel sections

secti on Pragma

#pragma onp parallel sections

{
#pragnma onp section
sl = sub 1 ();
#pragma onp section

s2 = sub_2();
#pragma onp section
s4 = sub _4();

}
s3 = sub 3 ();
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Hybrid Programming



JXUINI Hybrid Programming
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| ndustry is moving more and more toward
multi-core

BG/ P

Single node multi-core of f ers shar ed-

memory par allelism
Sometimes hybrid programs can be faster
due to lower overhead



m Par allel Modes
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T, = MPI Task
OMP = OpenMP
S = Serial

Four MPI tasks Four OpenMP One MPI task Four serial
threads Three threads tasks

T T OMP OMP Towe || OMP S S

T, T, OMP || omP oMP | | OMP S S




m HTC Mode
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High-Throughput Computing (HTC) modes on Blue Gene/P

9 BG/P with HTC looks like a cluster for serial and parallel apps

9 Hybrid environment ... standard HPC (MPI) apps plus now HTC apps
9 Enables a new class of workloads that use many single-node jobs

9 Easy administration using web-based Navigator

HTC DM HPC
256 nodes 1024 nodes




JXUINE Hybrid programming Advantages

B I D B Biomedical Informatics & Computational Biology

N = number of nodes }< Blue Gene/ P
n =4 cores
MPI Code Hybrid code
Creates: Nxn tasks Creates: N tasks
Sy N

| |

L ower communication over head



m Theoretical Example: Amdahl’'s Law
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16 MPl tasks — 1
0.20+080
16
80% parallel code Parallel speedup 4
1
4 MPlI tasks —— O.lO"‘O'i'O"'Oi%O

10% sequential code

1

Parallel speedup 6

10% communication overhead




JIN Summary
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OpenMPis an APl for single node on Blue Gene/ P

OpenMP provides a collection of adirectives®to
par allelize applications

OpenMP on Blue Gene follows the OpenMP 2.5
standard

MPI and OpenMP can coexist in the same program

Hybrid paradigmis the most efficient way to
exploit OpenMP on Blue Gene/ P

HTC allows for single node OpenMP |lever age
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m Appendix A: BG/ P Makefile
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BGP_FLOOR = /bgsys/drivers/ ppcfl oor
BGP_ IDRS = -13$(BGP_FLOOR)/arch/include -1$(BG_FLOOR)/comi i ncl ude
BGP_LI BS = -L$(BG_FLOOR)/comm | ib -L$(BG_FLOOR)/runtinme/SPl -1 npich.cnk -
| decnfcoll.cnk -ldenf.cnk -Irt -1 SPI.cna -1 pthread

XL = [opt/i bncnp/ vac/ bg/ 9. 0/ bi n/ bgxl c_r

EXE = pi_critical _bgp

OBJ = pi_critical.o

SRC = pi_critical.c

FLAGS = -@3 -gsnp=onp: noauto -qthreaded -qgarch=450 -qgtune=450 -

| $( BGP_FLOOR) / commi i ncl ude
FLD = -@3 -garch=450 - gt une=450

$(EXE): $(0BJ)
# ${ XL} $(FLAGS) $(BGP_LDIRS) -0 $(EXE) $(0BJ) $(BGP_LIBS)
${XL} $(FLAGS) -0 $(EXE) $(0OBJ) tinebase.o $(BGCP_LIBS)
$(0BJ): $( SRO)
${ XL} $(FLAGS) $(BGP_IDIRS) -c $(SRO)

cl ean:
rmpi_critical.o pi_critical bgp



m Appendix B: BG/ P Run Script
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#!/ bin/csh
set MPI RUN="npi run"
set MPI OPT="-np 1"
set MODE="-node SMP"
set PARTITION="-partition NO6_32 1"
set WDl R="-cwd /bgusr/cpsosa/red/pi/c"
set EXE="-exe /bgusr/cpsosal/red/pi/c/pi_critical bgp"
#

$MPI RUN $PARTI TI ON $MPI OPT $MODE $WDI R $EXE - env " OVP_NUM THREADS=1"

#

echo "That's all fol ks!'!'™



m Apendix C. OpenMP Directives
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par al | el
end parall el : Defines a parallel region
do

end do: Il dentifies an iterative worksharing construct in which the
iterations of the associated loop should be executed in parallel

sections

end sections:|ldentifies anon-iterative worksharing construct that
specifies a set of structured blocks that are to be divided among threads in
ateam

Section: I ndicates that the associated structured block should be executed
in parallel as part of the enclosing sections construct

si ngl e

end singl e: ldentifies aconstruct that specifies that the associat ed
structured block is executed by only one thread inthe team

paral l el do

end parallel do: A shortcut for aparallel region that contains a single
do directive

paral | el sections

end paral l el sections:Provides ashortcut form for specifying a parallel
region cont aining a single sections constr uct

mast er

end naster:ldentifies aconstruct that specifies astructured block that is
execut ed by only the master thread of the team

Source: http://nf.apac.edu.au/facilities/software/Compilers/intel8/doc/f_ug2/par_dirs.htm



m Apendix C. OpenMP Directives
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critical [l ock]

end critical[lock]: Identifiesaconstruct that restricts
execution of the associated structured block toasingle thread at a
time. Each thread waits at the beginning of the critical construct
until no other thread is executing a critical construct with t he same
/ock ar gument

barri er : Synchronizes all the threads inateam. Each thread waits
until all of the other threads inthat team have reached this point

at om c: Ensures that a specific memory location is updat ed
atomically, rather than exposing it to the possibility of multiple,
simult aneously writing threads

flush [(list)]: Specifies a"cross-thread" sequence point at
which the implementation is required to ensure that all the threads in
a team have a consistent view of certain objects in memory. The
optional //st argument consists of a comma-separated list of variables
to be flushed

or der ed

end order ed: The structured block following an ordered directive is
executed in the order in which iterations would be executed in a
sequential loop.

threadprivate (list): Makesthe named common blocks or
variables private to athread. The /ist argument consists of a comma-
separat ed list of common blocks or variables

Source: http://nf.apac.edu.au/facilities/software/Compilers/intel8/doc/f_ug2/par_dirs.htm



Apendix D: OpenMP Clauses

private (list): Declaresvariablesin /ist to be privateto
each thread in ateam

firstprivate (list): Same as private, but the copy of
each variable inthe /ist is initialized using the value of the
original variable existing before the const ruct

| astprivate (list): Same as private, but the original
variables in /ist are updated using the values assigned to the
corresponding private variablesinthe last iterationinthe do
construct loop or the last section construct

copyprivate (list): Usesprivate variablesin /istto
broadcast values, or pointers to shared objects, from one
member of ateamto the other members at the end of a single
const r uct

Nowal t : Specifies that threads need not wait at the end of
worksharing constructs until they have completed execution. The
threads may proceed past the end of the worksharing constructs
as soon as there is no more work available for them to execute
shared (li1st): Sharesvariables in /ist among all the
threads in ateam

default (node): Determines the default data-scope
attributes of variables not explicitly specified by anot her
clause. Possible values f or mode are privat e, shared, or none

Source: http://nf.apac.edu.au/facilities/software/Compilers/intel8/doc/f_ug2/par_dirs.htm



Apendix D: OpenMP Clauses

reduction ({operator|intrinsic}:list): Performsa
reduction on variables that appear in /ist with the operator operator
or the intrinsic procedure name intrinsic; operator is one of the
following: + *, .and., .or., .eqv., .neqv.; intrinsic refersto one of the

f ollowing: max min, |and lor, or ieor

or der ed

end ordered: Used in conjunction with a do or sections construct to
Impose a serial order onthe execution of asection of code. | f
ordered constructs are contained in the dynamic extent of the do
construct, the ordered clause must be present onthe do directive

| f (scal ar _| ogi cal _expr ession): The enclosed parallel region
is executed in parallel only if the scalar logical expressionevaluat es
to.true.; otherwise the parallel regionis serialized

num t hreads(scal ar _i nteger _expressi on): Requeststhe
number of threads specified by scalar_integer expressionfor the
parallel region

schedul e (type[, chunk]): Specifies how iterations of the do
construct are divided among the threads of the team. Possible values
for the type argument are static, dynamic, guided, and runtime. The
optional chunk argument must be a positive scalar integer expression
copyin (list): Specifiesthat the master thread's data values be
copied tothe threadprivate's copies of the common blocks or
variables specified in /st at the beginning of the parallel region

Source: http://nf.apac.edu.au/facilities/software/Compilers/intel8/doc/f_ug2/par_dirs.htm



Apendix E: OpenMP Directive and Clauses
that Use them

paral | el

end paral l el : copyin, default, private, firstprivate, reduction,
shareddo

end do: private, firstprivate, last private, reduction, schedule
sections

end sections: private, firstprivate, lastprivate, reduction
section: private, firstprivate, lastprivate, reduction

si ngl e

end singl e:private, firstprivate

paral |l el do

end parall el do:copyin, default, private, firstprivate, lastprivate,
reduction, shared, schedule

paral l el sections

end parallel sections:copyin, default, private, firstprivate,
last privat e, reduction, shared

mast er

end nast er: None

critical [l ock]

end critical [l ock]: None

barri er:None

at om c: None

flush [(list)]: None

or der ed

end ordered: None

threadprivate (list): None

Source: http://nf.apac.edu.au/facilities/software/Compilers/intel8/doc/f_ug2/par_dirs.htm



